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Informal pseudocode for the "catch-up" stage of 
our GComm protocol
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Example run of Consistency with three processes

Sync

Sync
SyncLast Message 

InitiateViewChange(i, view, joined, left) = =
    /\ InsideViewChange' =
          [InsideViewChange EXCEPT ![i] = TRUE]
    /\ InitiateViewChangeAcks' =
          [InitiateViewChangeAcks EXCEPT ![i] = {}]
    /\ HasInitiateViewChangeFailed' =
          [HasInitiateViewChangeFailed EXCEPT ![i] = FALSE]
    /\ LET newView = = (view \ left) \union joined 
                msg = = [PID |-> i, lseq |-> LocalSequenceNumber[i],
                   type |-> InitiateViewChangeMsg, data  |-> newView]
        IN /\ InitiatedViewChange' =
                   [InitiatedViewChange EXCEPT ![i] = newView]
             /\ BroadcastMessageTo(msg, newView)

inline initiate_view_change (id, view, joined, left) {
    become_member(inside_vc, id);
    become_member(initiated_vc, id);
    remove_member(ivc_failed, id);
    ivc_acks[id]=0;
    sent_view[id] = merge_views(diff_views(view,left), 
        joined);
    increment_lseqn(id);
    bcast_msg(Initiate_vc, sent_view[id], sent_view[id],
        lseqn[id], newmsg);
}

let initiate_view_change gdesc view joined left =
    gdesc.inside_vc <- true;
    Hashtbl.clear gdesc.vc_reply;
    gdesc.vc_failed <- false;
    gdesc.vc_minfo <- {
        msg_gid = gdesc.gid; msg_sender = !myInfo;
        msg_local_sequence_number = seq_number
        msg_epoch = gdesc.token.token_epoch};
    gdesc.new_view <- merge (diff view left) joined
    let vc_msg = ControlMsg(gdesc.vc_minfo, Initiate_vc
          (gdesc.new_view)) in
        send_msg_to_group seq_number vc_msg

TLA Model
Spin Model

OCAML Implementation
Verified models can be used to directly drive the devleopment of an 
implementation system. The use of two equivalent models is not necessary, 
but does increase confidence in correctness.

property violation
Model checker software can be  used to exhaustively generate a state 
tree for an algorithm and search for violations of specified properties.

Expanded State Tree
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Model Checking

Formal Proof

Consistency Algorithm

Uncontacted <- All nodes excluding self
DO
   p <- CHOOSE a node in Uncontacted
   Sync with p
   IF LastMessage updated by Sync
      THEN Uncontacted <- All nodes excluding self
      ELSE remove p from Uncontacted
WHILE Uncontacted is not empty

Reliability Through Formal Models
Formal models help software developers gain more confidence in the algorithms they 
produce. For our GComm library we have developed several models to help us verify the 
correctness of certain aspects of our protocol.

The following property always holds in the absence of failures 
for each process P in the system:
  Either 
      Process P has the Maximum Last Message (MLM)
  OR
      There is a process that P has not contacted that has the MLM

This is because, at each step, one of three events happens:
  1. Process P already has the MLM and the sync does not 
      change this
  2. Process P syncs with a process that does have the MLM
  3. Process P syncs with a process that does not have the MLM, 
      but P still has more processes that it has not contacted

Thus, when every process has contacted every other process, 
each process necessarily has the MLM locally.

Correctness
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Overview
Group Communicat ion (GComm) ena b les processes in a 
distributed system to dynamically organize into groups and 
exchange (broadcast) messages in a decentralized manner.

Group Communication Guarantees
Total order. In each group messages are received in the order they are sent. 
Messages sent in different groups are also subject to a total order.
Atomic multicast. A message sent to a group is received by all members of 
the  group or none at all
Consistency. In the event of network or process failure, group partitions agree 

Applications of GComm.
Organizing distributed computation in 
h ierarch ica l grou ps provid es b et ter 
performance and more control of the 
computation steps.

Related Projects
MPI - The communication guarantees provided by MPI do not apply to overlaping 
groups, making GComm a better solution for group communication. 
Ensemble - Gives strong guarantees about message passing in one group but does 
not allow overlapping mergers and multiple events at the same time.
Spread - Is widely used for providing reliable group communication, however,  it 
does require a static overlay network.
Newtop - Good theoretical results but no existing implementation based on it.

Speculative execution can be efficiently implemented using a 
group communication library that provides a total order of 
messages, atomic multicast and consistency of view changes.

Speculation S1

Speculation S2

read

O b jects inside the same speculat ion 
belong to the same group. Messages to 
other groups require reorganization

Speculation S1

Speculation S2

A merger of the two speculations 
is broadcast in the initia l two 
groups.

Speculation S = merger(S1,S2)

A new group is formed from the merger of 
the two initial groups. All further speculative 
actions are broadcast in the new group.

commit

We employed a formal 
proof to reason about 
the correctness of the 
consistency phase of 
our GComm protocol 
(where process agree 
on the last message 
sent in the previous 
view).
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